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1 File transfer and p erm utation

Application con trol o v er distribution of data to parallel disks is an imp ortan t fea-

ture for a large class of data-in tensiv e applications. F or out-of-core applications

esp ecially , application con trol o v er data distribution b ene�ts co des that require

LU factorization [W GR W93], large FFT s [CN98 ], matrix transp osition [CH97 ],

and sorting [CC03 ]. Also, for large distributed databases, disk la y out can ha v e

a signi�can t impact on p erformance, and it is often b ene�cial to o ccasionally

redistribute data to matc h application access patterns. Chang et al. describ e

suc h a system to manage data from remote-sensing satellites [CMA

+
97 ].

One use for I/O graphs is to p erm ute data either on the �y from the applica-

tion, or o�-line to impro v e lo calit y or data organization for future applications

(e.g., visualization). In this section, w e describ e the design of simple application

that uses an I/O graph for p erm utation. In addition to p erm utation, this appli-

cation demonstrates the abilit y to use I/O graphs for third-part y transfers, and

the automatic compression and decompression of data sen t across a net w ork.

1.1 I/O Graph

The cop y application copies �xed-sized blo c ks of data from one distributed �le

to another, p erm uting blo c ks as necessary to matc h the distribution sc heme of

the output �le. Figure 1 sho ws an I/O graph for this application.

F or blo c k I/O, w e use a storage-in terface no de (lab eled �le in Figure 2) that

reads or writes blo c ks of b yte data from the ob ject storage device. W e use

t w o di�eren t structural no des to describ e the la y out of the data. F or the data

source, w e use a strip e reader (lab eled sr d ). F or the data destination, w e use a

strip e writer (lab eled swr ). Structural no des could implemen t an y t yp e of blo c k-

distribution sc heme. W e assume a standard blo c k striping implemen tation for

this example. The structural no des manage metadata that describ es the la y out

�
The ma jorit y of these examples came from [Old03].
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Figure 1: I/O graphs for a distributed �le cop y application.

of blo c ks to the storage-in terface no des. W e also insert compression (lab eled

cmp ) and decompression (lab eled de c ) no des in to the data-�o w path to reduce

tra�c across a wide-area net w ork.

Driving the application is a single pro cess (lab eled cpy ). It sends the initial

transfer request that propagates through the I/O graph to initiate the transfer.

Since no blo c k-data actually tra v els through the clien t, the cop y application pro-

vides third-part y transfer capabilities, an imp ortan t feature for the managemen t

of remote datasets.

1.2 Optimizing the I/O Graph

The Ph.D. Thesis [Old03 ] describ es w a ys to manipulate the I/O graph to im-

pro v e parallelism and p erformance. In short, giv en the righ t circumstances,

structural no des can �sw ap� places with a non-structural no de to impro v e par-

allelism or reduce data-�o w through a net w ork b ottlenec k (e.g., a wide-area

net w ork). In this example, the reader, writer, compression, and decompression

no des are all replicatable. That is, they can parallelize without a�ecting the

end result. F or restructuring, w e use the standard p olicies for sw apping I/O-

graph no des discussed in [Old03 ] . That is, structural no des that distribute data

(strip e writer) and data-reduction no des (the compression ship) prefer to mo v e

to w ard the data source. Structural no des that merge data (the strip e reader)

and data-increasing ships (the decompression ship) prefer to mo v e to w ard the

data destination. Figure 2 sho ws the result of restructuring the original graph

giv en these prop erties.

1.3 Implemen tation

The implemen tation of the cop y application includes implemen tations of all the

no des men tioned in the previous section. Here is a short summary of implemen-

tation details for eac h no de.

BlockIO ( f ile ) is a storage in terface no de that reads or writes �xed-size blo c ks
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Figure 2: Restructured Armada graph for a distributed �le cop y application.

(our blo c ks are 32KB) of b yte data from a lo cal ob ject-storage target.

StripeReader ( srd ) represen ts a distributed input �le as a logical sequence of

blo c ks. It receiv es requests for individual blo c k indices, or it receiv es a

�transfer all� request, used for the cop y application, that it passes to all

output paths. An input parameter (called the striping unit ) de�nes the

n um b er of consecutiv e blo c ks stored to eac h storage in terface no de.

StripeWriter ( swr ) represen ts a distributed output �le as a logical sequence

of blo c ks. It forw ards data blo c ks to an output path based on a global

index in the logical �le. An input parameter (called the striping unit ) tells

StripeWriterShip ho w man y consecutiv e blo c ks to write to eac h output

path when striping data.

BlockCompressio n ( cmp) con v erts a �xed-size b yte blo c k in to a compressed

blo c k of data.

BlockDecompress ion ( dec) con v erts a compressed blo c k of data in to ra w b yte

data.

Copy ( cpy) is a pro cess that manages the I/O graph and initiates the data

transfer. It constructs the I/O graph giv en descriptions of the source and

destination datasets, tells the run time system to restructure and deplo y

the resulting I/O graph. Finally , it initiates a �le cop y b y sending a single

�transfer all� request to eac h BlockIO no de on the left side of the I/O

graph.

2 Remote seismic imaging

The goal of seismic imaging is to iden tify sub-surface geological structures that

ma y con tain oil. Seismic imaging is b oth computationally in tensiv e (often re-

quiring mon ths to pro cess a single dataset) and data in tensiv e. A seismic

dataset can b e large, sometimes more than a terab yte in size, and is stored
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Figure 3: Seismic imaging co des calculate a 3-D image of the sub-surface b y

pro cessing recorded pressure w a v es collected at the surface. Here w e sho w cross-

sections of the SEG/EAEG o v erthrust mo del illustrating the propagation of

acoustic w a v es (top-left), and the image computed b y a seismic imaging co de

(top-righ t).

as a collection of �les. F or example, the SEG/EAEG Syn thetic Seismic Dataset

(SSD) [ABN

+
94 , OSV95 ] is a m ulti-terab yte, syn thetically generated dataset

consisting of sev eral thousand �les. Eac h �le consists of recorded pressure w a v es,

gathered b y a set of receiv ers distributed across the surface and generated b y a

single acoustic source, also lo cated on the surface. The dataset consists of data

collected from the same receiv ers for thousands of di�eren t source p ositions. W e

refer to the data collected b y a single receiv er for a single source as a �trace,� and

the �le asso ciated with a single source p osition as a �shot �le.� Figure 3 sho ws

a 2-D slice of a propagating acoustic w a v e from a single source (demonstrating

the acquisition of data), and the calculated image of the SEG/EAEG o v erthrust

mo del [ABN

+
94 ].

Post-stack migr ation [Yil87 ] is a tec hnique that signi�can tly reduces the

amoun t of pro cessing b y �stac king� (i.e., summing) co-lo cated traces from eac h

shot �le b efore the computation phase. If the result of the p ost-stac k com-

putation sho ws promise, the scien tist ma y p erform the more computationally

in tensiv e pr e-stack [OO W

+
97 ] metho d that calculates an image for eac h shot

�le b efore com bining the results in to a single image.

Both applications are ideal for demonstrating the e�ectiv eness of I/O graphs:

they require e�cien t access to large (p oten tially remote) datasets that require
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signi�can t prepro cessing, and they are b oth computationally in tensiv e. F or

p ost-stac k migration, an I/O graph can apply the data-reducing �stac k� op er-

ator near the data serv ers, reducing net w ork tra�c b et w een the data and the

computation. F or pre-stac k migration, an I/O graph can o v erlap computation

of the curren t image with reading and prepro cessing the data for the next image,

and com bining and writing results from the previous image.

In this example, w e design an I/O graph for the seismic imaging application

Salv o [OO W

+
97 , O W O98 ]. Salv o is a 3-D, �nite-di�erence, pre-stac k (and p ost-

stac k), depth imaging co de designed to run on the In tel P aragon, Cra y T3D, SGI

P o w er Challenge, the IBM SP2, or a net w ork of w orkstations. Salv o consists of

p ortions written in C and F OR TRAN, and it uses the Message P assing In terface

(MPI) for comm unication b et w een pro cessors.

Salv o is unique b ecause, in addition to allo cating pro cessors required for

computation, Salv o allo cates a few extra pro cessors just for I/O. These pro ces-

sors mak e up the �I/O partition.� The I/O partition acts as a programmable

in terface b et w een the system I/O no des and the compute no des. I/O requests

that w ere previously made to the system I/O no des with blo c king UNIX calls

are no w made to the I/O partition with non-blo c king comm unication calls.

Collectiv e I/O routines used b y the I/O partition decrease the load on the sys-

tem b y com bining man y small read and write requests [SA CR96 ], whic h also

reduces the dep endence on the cac hing system. Since the I/O partition is pro-

grammable, an y pre- or p ost-pro cessing of the data can also b e done on the

I/O partition. Some of the o v erhead op erations required b y seismic application

include F ast F ourier T ransforms (FFT), in terp olation, co ordinate transforms,

de-con v olution, and stac king.

In man y w a ys, the I/O partition of Salv o w as the �rst successfull demonstra-

tion of an ad-ho c I/O graph. In fact, the success of the I/O partition inspired

I/O graphs e�orts to pro vide a general approac h to the tec hniques used in Salv o,

making it easy to apply the same ideas to man y applications.

In this section, w e describ e the design of an I/O graph to replace the I/O

partition of Salv o.

2.1 The I/O Graph

The pro cessing structure of Salv o can b e brok en in to a trace-input phase and

computation phase. The trace-input phase reads the seismic dataset, stac ks data

(if a p ost-stac k computation), transforms the data to the frequency domain, and

distributes frequencies to pro cessors for computation. The computation phase

p erforms the imaging, or �migration,� of the trace data. This phase reads and

distributes a v elo cit y mo del (an estimation of the subsurface geology), computes

an image, and writes the image to an output �le.

2.1.1 Reading and pro cessing traces

Before computing an image, Salv o �rst reads and pre-pro cesses traces in a seis-

mic dataset. F or p ost-stac k calculations w e read ev ery shot �le and p erform a
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Figure 4: Salv o uses a 3D decomp osition of frequency data for computation.

The distribution sc heme iden ti�es the to w er for an individual trace based on its

x and y p osition and then distributes the frequencies to pro cessors along the

! -axis.

v ector sum (stac k) on eac h co-lo cated trace across eac h shot �le. Next, w e trans-

form the time data to the frequency domain b y p erforming a one-dimensional

F ast-F ourier T ransform (FFT) on eac h time trace. After the FFT, w e distribute

frequencies ( ! ) to the compute no des for computation. Salv o uses a 3D decom-

p osition of the frequency data (sho wn in Figure 4) that distributes data across

ro ws along the x -axis, columns along the y -axis, and to w ers along the ! -axis.

The distribution sc heme iden ti�es the to w er for an individual trace based on

its x and y p osition, and then ev enly distributes the frequencies to pro cessors

along the ! -axis.

Figure 5 sho ws the in teraction b et w een the compute partition and an I/O

graph for the input phase of Salv o. Notice that w e do not distribute frequencies

to compute no des using the I/O graph net w ork. Instead, w e distribute en tire

frequency traces to the base no de of eac h to w er of the compute partition and

then the Salv o co de distributes the frequencies using MPI. W e used this ap-

proac h for t w o reasons. First, it allo ws us to pass in tact traces (whether in

the time-domain or frequency-domain) throughout the en tire I/O graph. Th us,

the graph no des only ha v e to deal only with one t yp e of ob ject. Second, an

e�cien t logarithmic scatter algorithm exists in MPI to p erform the frequency

distribution, and although w e could re-implemen t the same functionalit y in the

I/O graph, it is easier to just to use the existing implemen tation. A side-e�ect of

this approac h is that only the base no des of the compute partition (highligh ted

in Figure 5-a) in teract with the I/O graph.

In our design, the graph from the data pro vider consists of a replicatable
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Figure 5: The I/O graph is used b y the base no des ( p! = 0 ) of the compute
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an I/O graph for reading, transforming, and distributing traces to those compute

no des.

no des that manage distributed shot �les (lab eled sdst in Figure 5-b) and storage

in terface no des (lab eled �le ) that read in tact seismic time traces from an ob ject-

storage device. In addition to the ra w trace data, a seismic trace includes a

header that iden ti�es (among other things) the spatial co ordinates of the trace.

Although the �gure sho ws only one structural ship, one could imagine a far

more complex distribution that la y ers distribution ships to access p ortions of

the dataset that reside in di�eren t administrativ e domains, or p ortions of an

individual shot �le scattered to distributed disks.

F or the application, w e prep end to the data-pro vider's graph a pro cessing

no de (lab eled stk in Figure 5-b) that computes a v ector sum of co-lo cated traces.

W e also insert a replicatable pro cessing no de (lab eled �t ) that computes the

F ourier transform of a single time trace, a replicatable structural no de (lab eled

tdst ) that distributes incoming traces to compute no des, and �nally a clien t-

in terface no de (lab eled api ) that in teracts directly with the base no des of the

compute partition to send requests and receiv e data through the I/O graph.

Figure 6 sho ws the steps to restructure the initial graph using the p olicies

describ ed in [Old03 ]. The tdst and �t ships sw ap, since tdst prefered to mo v e

righ t to increase parallelism and w e assigned no preferred direction to the �t

ship (it did not c hange the �o w of data b y a signi�can t amoun t). The second

sw ap (Figure 6-c) w as b et w een the stac k no de stk and the shot-distribution

no de sdst . Since stk is righ t-recursiv e, it con v erted to a manager no de smg

and parallelized v ersions of itself. The manager no de can no longer mo v e to the

righ t, but it can parallelize left b y sw apping with the trace distribution ship tdst

(see Figure 6-d). Figure 6-e sho ws the �nal sw ap, b et w een the t w o structural

no des tdst and sdst . Figure 6-f sho ws the �nal, restructured, graph.
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PSfrag replacemen ts

api

api

api

api

Sto rage serversSto rage servers

Compute pa rtition

�t
stktdst sdst

�le

�le

�le

�le

.

.

.

.

.

.

.

.

.

Application-sp eci�c
F rom data-p rovider

Sw ap

Smg

PSfrag replacemen ts

api

api

api

api

Sto rage serversSto rage servers

Compute pa rtition

�t
stktdst sdst

�le

�le

�le

�le

.

.

.

.

.

.

.

.

.

Application-sp eci�c

F rom data-p rovider

Sw ap

Smg

(c) Sw ap stk and sdst (d) Sw ap tdst and smg.

PSfrag replacemen ts

api

api

api

api

Sto rage serversSto rage servers

Compute pa rtition

�t

�t

�t

�t

stk
tdst sdst

�le

�le

�le

�le

.

.

.

.

.

.

.

.

.

Application-sp eci�c

F rom data-p rovider

Sw ap

Smg

PSfrag replacemen ts

api

api

api

api

Sto rage serversSto rage servers

Compute pa rtition

�t

�t

�t

�t

stk

stk

stk

stk

tdst sdst

�le

�le

�le

�le

.

.

.

.

.

.

.

.

.

Application-sp eci�c

F rom data-p rovider

Sw ap

Smg

(e) Sw ap tdst and sdst (f ) Restructured graph.

PSfrag replacemen ts

api

api

api

api

Sto rage serversSto rage servers

Compute pa rtition

�t

�t

�t

�t

stk

stk

stk

stk

tdst sdst

�le

�le

�le

�le

.

.

.

.

.

.

.

.

.

Application-sp eci�c

F rom data-p rovider

Sw ap

Smg

Smg

Smg

Smg

PSfrag replacemen ts

api

api

api

api

Sto rage serversSto rage servers

Compute pa rtition

�t

�t

�t

�t

stk

stk

stk

stk

tdst

tdst

tdst

tdst

sdst

sdst

sdst

sdst

�le

�le

�le

�le

.

.

.

.

.

.

.

.

.

Application-sp eci�c

F rom data-p rovider

Sw ap

Smg

Smg

Smg

Smg

Figure 6: Steps used to restructure the I/O graph used to read, transform, and

distribute seismic traces.

8



2.1.2 I/O in the compute phase

Salv o computes an image b y mo deling the propagation of pressure w a v es through

the earth, one depth step at a time. Unlik e the trace-input phase, the migration

(or compute) phase is primarily a computational op eration; ho w ev er, p erforming

the I/O directly from the compute no des ma y tak e 20%�30% of the o v erall run

time for a t ypical pro duction run [O W O98 ]. Our goal is to o v erlap computation

and I/O for b y mo ving the I/O p ortions of the compute phase in to I/O graphs.

The compute phase has three primary op erations for eac h depth step:

� read a plane of data from the v elo cit y mo del (de�ned b elo w),

� compute an image, and

� output resulting image.

Here, w e describ e the design of Armada graphs to read a plane of v elo cit y data

and to write the resulting image to a distributed �le.

The v elo cit y mo del is an estimation of the sub-surface geology represen ted

as a three-dimensional arra y of �oating p oin t v alues that represen t the sp eed of

sound at a particular grid p oin t. Since the v elo cit y mo del t ypically represen ts

a region m uc h larger than the region represen ted b y the trace data, the �rst

prepro cessing step is to extract only the necessary region from the v elo cit y

mo del. Also, if the grid spacing of the v elo cit y mo del do es not matc h that of

the grid spacing for the image, w e need to in terp olate the grids of the v elo cit y

mo del. Once in the correct format, w e distribute the v elo cit y plane to the base

no des of the compute partition, where it is copied to pro cessors along the ! -axis.

That is, eac h plane of the pro cessor mesh con tains a cop y of the v elo cit y plane.

Lik e the input phase, only the base no des of the compute partition in teract with

Armada.

Figure 7-a sho ws the original Armada graph for reading, extracting, in ter-

p olating, and distributing v elo cit y data to the compute no des. The graph from

the data pro vider includes a distribution ship (lab eled vdst ) that describ es the

la y out of the v elo cit y mo del to disks and a storage in terface ship (lab eled v�le )

that reads a segmen t of the v elo cit y data from a �le. The application-sp eci�c

p ortion of the graph includes the application-in terface ( api ) that executes di-

rectly on the compute no de, a replicatable distribution ship ( c dst ) that describ es

the decomp osition of the v elo cit y plane to the compute no des, a replicatable in-

terp olation ship ( int ), and a replicatable data extraction ship ( ext ).

Figure 7-b sho ws the restructured graph. Since all non-in terface ships are

replicatable, the restructuring pro cess is rather simple. The data extraction ship

ext mo v es to the righ t, since it reduces the data �o w; the in terp olation ship int

mo v es to the left (it has no preference ab out direction); and the t w o structural

ships vdst and c dst sw ap to pro vide end-to-end parallelism.

Eac h pro cessor in the compute partition calculates an image for ev ery fre-

quency in its domain and then sums the results (using MPI_All_reduce ) to the

base no des of the pro cessor mesh, creating a single plane of image data. W e
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then write the image data to a distributed �le using the Armada graph sho wn

in Figure 8.

The data-pro vider p ortion consists of a replicatable distribution ship idst

that describ es the la y out of the image to m ultiple disks, and a storage in terface

ship i�le that writes a segmen t of the image plane to a �le. The application-

sp eci�c p ortion includes an application in terface api that executes on the com-

pute partition, and a replicatable structural ship imr g that merges data from the

compute partition. The restructuring algorithm creates the graph in Figure 8-b

b y sw apping idst and imgr .

While there are no pro cessing ships in the output graph, the distribution and

merge functions pro vide essen tial cac hing and reorganization of data to allo w

large blo c ks to b e written to disk. The com bination of the data distribution b y

idst and the merging of data b y imr g form a sync hronization step that gathers

blo c ks of con tiguous data b efore writing it out to a �le. This is essen tially the

same functionalit y pro vided b y t w o-phase metho ds that �rst gather and organize

data from all the compute no des b efore writing to a distributed �le [TC96 ]. The

di�erence b et w een traditional t w o-phase metho ds and Armada is that Armada

pro cesses the data outside the compute no des.

2.2 Other uses for I/O Graphs in Seismic Imaging

Seismic imaging requires a n um b er of pre-pro cessing steps b efore computation.

F or example, consider seismic data acquired b y recorders spaced on an irregular

grid. T o prop erly image the data, there �rst has to b e an in terp olation of

the data to co ordinates that matc h the geology mo del. Other pre-pro cessing

comp onen ts include �lters to remo v e defects in the signal suc h as bac kground

noise and ghost signals (caused b y m utiple re�ections on a subsurface), as w ell

as signal enhancers to amplify areas of in terest. The geoph ysicist t ypically

con tains a suite of to ols to pre and p ost-pro cess data to/from a seismic imaging

co de. The real b ene�t of using I/O graphs is to streamline the use of these

to ols to reduce the managemen t burden on the scien tist. In an ideal case, the

scien tist w ould request a �virtual� dataset matc hing a set of parameters (e.g.,

range of co ordinates, co ordinate spacing, sample spacing of input traces), and

the run time to ols w ould construct an I/O graph to con v ert an existing dataset

in to the requested dataset either in adv ance of the computation (if space is

a v ailable) or during computation.

3 Remote analysis of fMRI data

Recen t adv ances in tec hnology for high resolution of functional magnetic imag-

ing (fMRI) is increasing the in terest in the dev elopmen t of data analysis metho ds

for computational neuroscience. Because of the prohibitiv e costs of fMRI exp er-

imen tation and the infrastructure required to acquire the data, researc h in fMRI

analysis is often restricted to large, w ell funded, medical institutions. T o ad-

dress this problem, the Cen ter for Cognitiv e Neuroscience at Dartmouth College
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(b) Restructured graph.

Figure 8: Armada graph for writing an image plane. (a) sho ws the original

graph, (b) sho ws the restructured graph.
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Figure 9: F eature-space clustering attempts to iden tify regions with similar

patterns of activ ation within an fMRI time series. Shaded areas in the resulting

image (righ t) iden tify areas of activ ation.

founded the F unctional Magnetic Resonance Imaging Data Cen ter (fMRIDC),

a facilit y for sharing results and data of fMRI studies with a large comm unit y of

academic and industrial researc hers [HGK

+
01 ]. The fMRIDC hosts one of the

largest rep ositories of fMRI brain data in the w orld, with a capacit y for nearly

80 TB of data.

In addition to pro viding access to fMRI data, the fMRIDC recen tly acquired

a large compute engine for lo cal analysis of brain data from the rep ository .

This compute engine pro vides a v aluable capabilit y for remote academic re-

searc hers that lac k the storage capacit y or computation required for analysis.

The compute engine also pro vides a w a y for remote researc hers to in v estigate

large p ortions of the data (through analysis) b efore do wnloading for priv ate

computation.

One particularly in teresting tec hnique that has p oten tial for remote analysis

is a metho d called feature-space clustering [GHLR01]. Clustering tec hniques use

statistical analysis to iden tify regions with similar patterns of activ ation within

an fMRI time series. Figure 9 sho ws the result of a feature-space extraction

application. Shaded p ortions of the brain image on the righ t indicate regions of

in terest. Presen ted b elo w is our prop osed design of an I/O graph for analysis of

fMRI data.

3.1 Design

A brain image dataset consists of a time-sequence of brain images. Eac h image

is a 3-D spatial v olume of voxels that con tain a scalar v alue asso ciated with the

activit y of a particular p ortion of the brain at a particular p oin t in time. The

feature-space clustering application has t w o ma jor p ortions: prepro cessing and

feature extraction.
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Figure 10: I/O graph for statistics calculations on a fMRI brain data.

Prepro cessing the time-series data requires statistical analysis of the brain

images, and it ma y include op erations suc h as spatial smo othing or motion

correction (i.e., image registration) to transform eac h image in the series to a

common geometric basis. Statistical analysis starts with v o xel-wise calculations

of the mean across the time series. The application uses results of the mean

to calculate a mask that iden ti�es v o xels that migh t b e b e activ e. The next

step is to calculate v ariance, sk ewness, kurtosis, lev el crossings, linear trend,

and outliers. Most of these calculations tak e the mask ed image set, the mean,

and the v ariance as input argumen ts. The �nal prepro cessing step calculates

statistics based on F ourier analysis (requires an FFT) of the time series for eac h

v o xel.

Although the curren t implemen tation of the clustering application at the

fMRIDC is a serial application, the op erations for b oth statistics calculation

and clustering are single-v o xel calculations, making the application highly par-

allelizable. Figure 10 sho ws a prop osed I/O graph for a parallelized v ersion of

the clustering application.

The graph in Figure 10 consists of I/O serv ers (lab eled �le ), a structural

no de that describ es the la y out of the data (lab eled idst ), a structural no de

that describ es the distribution of v o xels to compute no des (lab eled vdst ), and

nine no des for statistics pro cessing (lab eled avg , msk , var , skw , krt , crx , trn ,

out , and �t ). The �le no des read blo c ks of v o xel data in parallel (e.g., if a

blo c k con tained 1000 v o xels, eac h w ould read the �rst 1000 v o xels at the same

time). The idst no de merges data from the I/O serv ers (e�ectiv ely a transp ose),

creating time-sequenced v ectors of co-lo cated v o xels. Since eac h I/O serv er reads

v o xels in the same order, co-lo cated v o xels from eac h of the image �les arriv e

at idst in the same order, allo wing the construction of complete v o xel-v ectors

in an en umerated fashion. That is all v o xels from p osition 1 arriv e �rst ( idst

creates a v o xel v ector for p osition 1), follo w ed b y v o xels from p osition 2, and

so forth. Pro ducing v o xel v ectors in this manner allo ws pip elined pro cessing of

indep enden t v ectors as they pass through the statistics-pro cessing no des. The

v o xel-distribution no de directs v o xel v ectors to the appropriate compute no des
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Figure 11: Restructured I/O graph for fMRI data analysis.
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Figure 12: P artitioning of the restructured I/O graph for fMRI analysis in to

t w o administrativ e domains (lab eled lan0 and lan1).

for pro cessing.

Figure 11 sho ws the restructured I/O graph. W e made all pro cessing no des

left-replicatable so w e could parallelize the statistics pro cessing to matc h the

cluster application. The t w o structural no des sw ap, allo wing the distribution

of v o xels to o ccur just after reading an image from disk. This optimization

step reduces the load on the idst no des that transp ose the time-series data as

it arriv es.

F or remote access, the placemen t algorithm partitions the graph in to do-

mains that place the data-reducing pro cessing no de ( msk ) in the same LAN as

the data serv ers. Figure 12 sho ws a partitioning of the restructured graph in to

t w o administrativ e domains. Although w e sho w the b oundary to b e just left of

the msk no de, in fact it could b e an ywhere to the left of msk . An in telligen t

partitioning algorithm w ould decide based on a v ailable computing p o w er where

to mak e the cut (see Section ?? ).
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3.2 Conclusion

The fMRIDC pro vides a unique opp ortunit y for academic researc hers to ana-

lyze data from one of the largest collections of fMRI data in the w orld. The

abilit y to use I/O graphs for remote analysis signi�can tly increases the viabilit y

of suc h exp erimen ts for researc hers with limited storage, net w ork, or compute

capabilities, and it reduces the data-managemen t burden on the scien tist.
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